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Abstract

We present the architecture and a performance assessment of an extensible query optimizer written in Venus. Venus is a
general-purpose active-database rule language embedded in C++.  Following the developments in extensible database query
optimizers, first in rule-based form followed by optimizers written as object-oriented programs, the Venus-based optimizer
avails to the advantages of both. VenusÕ modular structure allows us to go a step further and provide extensibility in search by
defining parameterized search components in a declarative form that has the additional effect of integrating heuristic and cost-
based optimization.  We compare optimizers developed with Volcano, OPT++ and Venus. VenusÕ optimizing compiler yields
code whose performance is comparable with Volcano and OPT++ on smaller queries.  The ability to introduce additional
pruning heuristics yields better scalability on larger queries.  Evaluation of the system using quantitative software metrics
supports a claim that the Venus-based optimizer is more easily maintained and extended than  are its predecessors.

1 Introduction
The ability to express a query optimizer concisely and extensibly has been an ongoing goal of

experimental database research.  The current need for extensible optimizers is manifest in the extensions of
relational database management systems into arbitrary data-types, the adoption of the SQL3 standard,
distributed query processing, and adaptive optimization [26, 12, 19].

The main goals of extensible optimizer research are to provide optimizers that are:

• Well encapsulated Ð each component of the optimizer (operator tree, cost-model, rewrite system, and search
strategy) can be developed, modified and interchanged independently.

• Declaratively stated Ð written in the highest level of programming abstraction possible.

• Easily modified with heuristics Ð as databases increase functionality, search spaces have become larger.
Domain specific heuristics have been shown to increase the performance of many general-purpose search
algorithms and are exploited by query optimization [24].

• Efficiency - all accomplished while sacrificing little in performance.
The first generation of this research is comprised of a number of rule-based query optimizers [7, 9, 10,

25].  Rule-based representation is attractive since it closes the semantic gap between the specification of an
optimizer and its implementation.  This paradigm expresses the algebraic rewrites used to transform a query
directly in rules.  Similarly, domain specific heuristics are easily added as new rules within the system.  Thus, it
follows that rule-based optimizers are easier to extend than are their predecessors.
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Each of these early rule-based optimizer efforts considered using the existing general-purpose rule-
based languages as the basis of their systems.  The execution speed of these rule languages rendered them
unsuitable for query optimization.  Thus, each project developed a special purpose rule language and an
execution environment for the single purpose of developing their optimizer.  Speed was gained through built-in
rule resolution strategies and ad-hoc control constructs.  Consequently, developing a rule-based optimizer
comprised elaborate knowledge of both the rule language and its underlying execution engine. Hence, these
optimizers have been successful with respect to coping with new operators and algebraic transforms, but Òthey
do not allow for extensibility in other dimensionÓ [22].  In particular, search strategies are limited to a small
library or single built-in strategy with or without the ability for heuristic rules that enforce search sequence.
These limitations have been so drastic that, contrary to similar use of rule-based programs in AI planning
systems, rule-based query optimization now connotes the absence of a cost model.

Citing these shortcomings, subsequent developers have exploited the object-oriented paradigm [11, 22].
These systems boast a modular and structured environment by defining the optimizerÕs components as first
class objects and functions, respectively.  Hence, introducing new database operators and their associated cost-
models are simplified through sub-typing and dynamic dispatch (virtual function invocation within C++).  As a
result, these optimizers are effective in providing extensible expression trees and cost-models. However, object-
oriented optimizers fail in their attempts to properly encapsulate and declaratively define query rewrites and
search strategies.  These two components are procedurally stated and have elements that are associated with
their respective operators yielding implementations that are distributed throughout the code instead of being
localized.

The limitations of object-oriented optimizers have revitalized interest in rule-based optimization [5, 6].
Venus is a general-purpose rule language embedded in C++ that addresses the deficiencies of previous rule
languages with constructs that are particularly well suited for extensible query optimizers.  Expert-system
applications of Venus include a device-structured diagnostic system for telephone equipment and a solution to
the mortgage pool allocation problem faced by financial institutions [3, 30].  Venus is the unified extension of a
family of rule languages.  One of these extensions include an active-database language, VenusDB, which
contains an event clause and a data abstraction mechanism that allows direct execution against the contents of a
database. VenusDB applications include schema integration for heterogeneous databases and intrusion detection
on military networks [28, 31].

Venus is an ideal engine for extensible query optimization.  Besides the rules having an obvious
syntactic derivation from C++, C++ class definitions are precisely VenusÕ data-definition language. In addition,
critical features of Venus that carry this research in query optimization include:

• An optimizing compiler that yields fast execution speed.

• A method of parameterized rule-modules that encourage structured programming.
Recall that the primary advance in OO optimizers is the extensibility and abstraction of their expression

trees and cost-model.  Since C++ class definitions are VenusÕ data definition language, these advances are
incorporated into the Venus-based optimizer with little modification and are modeled after the expression trees
described in [11, 22].  Hence, the cost functions of a cost-based optimizer are easily incorporated within a rule
language environment.  The few modifications that are present are to create both a tree-based and a flat set
structure that allows rewrites to be expressed declaratively as rules without any control structure that iterates
over the expression tree.  Thus, we demonstrate the ability to apply rewrites of tree-like data structures with the
expressibility of rules within the organization and structure of object-oriented efforts.

The organization of rules within Venus is through parameterized modules.  The semantics of nested
modules within Venus closely model that of nested transaction models within databases while leading to
executions consistent with procedural intuition.  This declarative module structure provides the basis for our
extensible search components within the Venus-based optimizer.  The previous works on rule groups are not
declaratively defined in the sense that control moves from module to module procedurally with no support for
parameters.  Section 2 gives a more detailed introduction to the Venus rule language.

Our primary contribution is that while adapting the object-oriented expression trees, cost-model and
program abstractions, the components of rewrite and search are well encapsulated and declaratively expressed
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modul e Hi l l Cl i mbi ngSear ch( QUERY OpenLi st [ ] ,
                          QUERY Cl osedLi st [ ] )
{
   r ul e Get _Node_t o_Oper at e;
   f r om OpenLi st [ ?]  subquer y;         / /  exi st ent i al  cur sor
        OpenLi st [ * ]  al l _oper at i ons;   / /  uni ver sal  cur sor
   / /  sel ect  t he l east  expensi ve sub- quer y
   i f (  subquer y. cost ( )  <= al l _oper at i ons. cost ( )  ) {

      Cl osedLi st . i nser t ( subquer y) ;
      OpenLi st . r emove( subquer y) ;
      / /  cal l  Venus modul e t o t r y t o r ewr i t e sub- quer y
      r ewr i t eSyst em( subquer y,  OpenLi st ,  Cl osedLi st ) ;
   }
}

Figure 1.  Hill-Climbing Search in Venus

in a set of rule modules all without sacrificing performance.  This modular structure enables an architecture that
is similar to the ones demonstrated in [5, 6, 15] with the added benefit of structurally integrating heuristics and
cost-based optimization.  A general organization is emerging as well as substantially overlapping code segments
from which we expect to define a library of design patterns from which an extensible set of search strategies
may be refined [8].  At this juncture, we have identified one such pattern that encompasses our implementations
of a top-down depth and breadth first hill climbing and the bottom-up System R and Volcano search strategies.

In this paper, we describe the core organizational elements and report on Venus-based optimizers
developed to be operationally equivalent to the sample optimizers provided with the Volcano distribution, a
rule-based optimizer, and the OPT++ distribution, an object-oriented optimizer [11].  In Section 4 we present
performance numbers on the Venus-based optimizer as compared to the Volcano optimizer.  Head to head
comparison shows equal execution times on small queries.  Due to the addition of pruning heuristics, the Venus
optimizer is shown to scale better on large queries1.  Though it is difficult to compare systems written in
different programming language methodologies, Section 4 also presents quantitative results using software
metrics that speak to the ease of extensibility of the Venus-based optimizers.

2 Venus
Many of the deficiencies of early general-purpose rule languages mentioned above are not unique to

their application to query engines.  In addition to slower implementation techniques, these systems used LISP
and LISP-like data structures which make it difficult to embed them in larger systems. Venus is just one of a
number of object-embedded rule languages that have been developed to address these issues [23].

Features that make Venus an excellent engine for rule-based query optimizer development include:

• Embeddability in C++ and thus embeddability in database systems.  VenusÕ data definition language is
precisely C++.  Thus, OO benefits seen in the optimizers developed by [11, 22] with respect to the operator
tree and cost model can be exploited identically.

• A well structured rule environment that operates within fixed-point semantics [3].  VenusÕ main execution
unit is a parameterized module.  Rule modules have been shown to provide the benefits commonly
understood in procedural languages [30].

• An optimizing compiler that yields better than 100 times faster execution speeds over the general-purpose
compilers available at the time of earlier rule-based query optimization work (on identical hardware) [19,
29].

• A familiar C++ syntax.

2.1 Syntax
Venus rules are organized into

parameterized groups called modules.  See
Figure 1.  Modules are designated by the
keyword modul e followed by a list of
formal parameters and local variables.  The
formal parameters and the local variable list
are made up of containers and primitive
variables.  A container is VenusÕ set data type
used for rule inferencing.  Containers are
distinguished by the use of square brackets "[
]", and their elements are defined as C++
class instances.  Primitive variables are
inferable objects that are semantically treated
as a container of size one.

                                                     
1We do not present a similar performance evaluation with the OPT++ optimizer since it has been shown to

perform comparably to Volcano in [KAB94].
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A Venus rule is made up of three parts: a header, a condition, and an action.  The header contains the
keyword r ul e followed by a rule name, an optional priority and a declaration section. The declaration section
begins with the keyword f r om, followed by a list of container names and quantified cursor declarations. Cursor
declarations can be quantified both existentially and universally. An existentially quantified cursor is
represented by a "?" within the square brackets. A universally quantified cursor is represented by a "* " within
the square brackets.

In some circumstances, a non-deterministic selection of satisfied rules makes programming difficult
[17].  For the convenience of the programmer, Venus does include several clearly procedural constructs. The
details are beyond the scope of this paper [3, 21].  These constructs were admitted to the language only if there
was clear need and an obvious macro-like expansion into an equivalent, if not slow and cumbersome, non-
deterministic program.

The most critical two procedural constructs are rule priorities declared in the rule header and the event
clause appended to the declaration section.  Rules with higher priorities will be given precedence over rules of
lower priorities.  Satisfied rules with the same priority are selected non-deterministically.  The event clause,
typical of other active-database rule languages, introduces refinements concerning the more focused execution
behavior of event, condition, action (ECA) rules and is used to define precisely which events trigger a
reevaluation of the rule [21].  If an event clause is not listed, the specification defaults to all events.  The event
clause is used as an optimization technique in the Venus-based optimizer.

A rule condition is a C++ boolean expression.  C++ functions and methods calls can be executed from
within the rule condition provided they return a boolean value and execute side effect free.  A ruleÕs action is a
list of C++ expressions, possibly including the name of a Venus module and its actual parameters.  C++
statements and function calls can be made modifying data elements without any explicit notification to the rule
system.

Figure 1 illustrates these concepts.  The module Hi l l Cl i mbi ngSear ch contains one rule that
declares the existential cursor of subquer y and the universal cursor of al l _oper at i ons over the
OpenLi st  container.  In effect, the Get _Node_t o_Oper at e rule iterates over the OpenLi st  in order of
increasing cost by selecting the minimum cost element from the OpenLi st  and deleting this element.

2.2 Modularity and Semantics

A rule is said to fire and executes its action when the rule is selected to be evaluated and its condition is
satisfied (evaluated to ÒtrueÓ).  The entire action of a Venus rule is defined to be a single atomic transition in a
state-space (a transaction), and rules fire by a fair non-deterministic policy.  Control remains within a Venus
module until fixed point is reached [4].  Modules may be listed in the action of a rule and can be nested
arbitrarily deep.  If a rule fires and its action lists module calls, then the rules within the nested modules must
achieve fixed point before the action of the rule commits.  Thus, Venus semantics and nested transaction models
are closely related.

Though incorrect, it is often convenient to think of the condition of a rule that lists modules as being
conjoined with the conditions of the rules within the nested modules, in effect, factoring out a common
condition.  This is incorrect because once a single rule fires, all rules in that module must fire until fixed point is
reached, despite the value of the condition in the calling rule.  These definitions lead, simultaneously, to the
evaluation, in principle, of every rule on every cycle, yet introduce structure limiting spurious interactions
among rules.  The resulting execution corresponds to a depth first traversal of the module-call graph, and
though declaratively defined, is consistent with procedural intuition.

2.3 An Example
As an example of the declarative module semantics in Venus, consider Figure 2.  The figure presents a

module named r eWr i t eSyst em with three parameters, the primitive variable subquer y, and the
containers of OpenLi st  and Cl osedLi st .  The module contains two prioritized rules,
heur i st i cTr ansf or ms and j oi nTr ansf or ms.   The heur i st i cTr ansf or ms rule contains a test on
the primitive variable subquer y to determine if it is a join operation.  If this test succeeds, the
heur i st i cTr ansf or mat i ons module becomes active.  Similarly, the j oi nTr ansf or ms rule tests the
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Figure 3.  Sample Operator Tree

primitive variable subquer y to determine if it is a join
operation.  If the test succeeds, the
j oi nTr ansf or mat i ons module is activated.

The rule execution proceeds as follows.  When the
r eWr i t eSyst em module is activated, the highest
priority rule heur i st i cTr ansf or ms is evaluated.  If
the rule condition is satisfied, the
heur i st i cTr ansf or mat i ons module will be
activated.  The heur i st i cTr ansf or mat i ons
module continues to execute, re-writing the query with
heuristic query transformations and placing the newly re-
written queries in the OpenLi st , until fixed point is
reached2. At this point, control moves back to the
r eWr i t eSyst em module and the
heur i st i cTr ansf or ms action is committed.  If state
changes have occurred to either the subquer y or
Cl osedLi st  variables, the heur i st i cTr ansf or ms
rule will again be evaluated.  Note that the event clause has turned off monitoring on the OpenLi st .  This
optimization will eliminate the evaluation of the heur i st i cTr ansf or ms rule on modifications to the
OpenLi st .  After the heur i st i cTr ansf or ms rule has exhausted all evaluation criteria, the
j oi nTr ansf or ms rule is evaluated.  If the ruleÕs condition is satisfied, the j oi nTr ansf or mat i ons
module is activated re-writing the query with join transformations.  When the j oi nTr ansf or mat i ons
module reaches fixed point, control returns to the r eWr i t eSyst em module.  If and only if state changes have
occurred to either the subquer y or Cl osedLi st  variables, the heur i st i cTr ansf or ms rule will again
be evaluated followed by the j oi nTr ansf or ms rule.  Execution continues in this manner, bouncing back and
forth between nested module calls until both rules in the r eWr i t eSyst em module have exhausted evaluation,
and thus, fixed point is reached.

3 The Venus-based Query Optimizer
The four basic parts of a query optimizer consist of the operator tree, cost model, search-space and

search strategy.  The operator tree is the machine representation of a query and uses the cost model to estimate
the efficiency of query execution.  The search space is
defined as the space of algebraically equivalent
transformations defined in the rewrite system, while the
search strategy is the method to find an optimal plan within
the search space as estimated by the cost model.  The
Venus-based optimizer separates and encapsulates each of
these elements.

3.1 Data Model
Due to its connection to C++, the Venus-based

optimizerÕs operator tree and its associated cost model are
defined in terms of first-class C++ objects that closely
resemble the object-oriented operator tree definitions
developed in [11, 22].  The rule-system exploits this API
which in turn de-couples the rule-system from the data
model.  Hence, the addition and/or modifications of
algebraic operators are completely isolated from the rule-

                                                     
2 The heuristcTransformations modules is not presented because of space limitations.  However, the code is

available as a Venus application in the Venus code repository located at http://www.cs.utexas.edu/users/venus.

modul e r eWr i t eSyst em( QUERY subquer y,
                     QUERY OpenLi st [ ] ,
                     QUERY Cl osedLi st [ ] )
{
   r ul e heur i st i cTr ansf or ms  pr i or i t y 10;
   event  none OpenLi st ;
   i f ( subquer y. nodeOp( )  == JOI N)
      heur i st i cTr ansf or mat i ons( subquer y,
                               OpenLi st ,
                               Cl osedLi st ) ;

   r ul e j oi nTr ansf or ms       pr i or i t y 9;
   event  none OpenLi st ;
   i f ( subquer y. nodeOp( )  == JOI N)
      j oi nTr ansf or mat i ons( subquer y,
                          OpenLi st ,
                          Cl osedLi st ) ;
}

Figure 2.  Sample Venus Module with
Module Calls
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system allowing legacy rewrite rules and search routines
to be unaltered, though they may be extended to take
advantage of a new database capability.

3.1.1 Operator Tree
The operator tree is implemented using an

abstract class hierarchy that represents algebraic database
operators and contains the abstract methods and
attributes needed to define a descriptor, the logical and
physical description of the operator [7].  Following
conventional definitions, we define a logical operator as
an algebraic operation that operates on its inputs and a
physical operator is a logical operation that has been
assigned an implementing algorithm.

Figure 3 illustrates a basic class hierarchy for a
relational operator tree.  The shaded area illustrates the classes that are predefined by the Venus-based
optimizer.  The base class OPERATOR represents a database operation.  The classes LOGI CAL and PHYSI CAL
are derived from OPERATOR,  representing a logical and physical operator respectively, and contain a pointer
to one and another.  A slight difference from our operator tree than the ones described in the literature is that we
follow the factory design pattern presented in [8]; a creation of a logical operator in turn creates a physical
operator and assigns a default operator implementation.  The spine of the operator tree is maintained within the
logical operator.  As studied in  [10, 11], we have found this separation of the logical and physical algebra as
beneficial. Beyond this API, the structure of a database operation may take on any shape or form, including the
number of operands upon which the operator maps over.

The area not shaded in Figure 3 illustrates the classes written by the database implementers (DBI).  The
illustrated optimizer has the logical operators of JOI N and FI LESCAN derived from the LOGI CAL class and
JOI NP and FI LESCANP derived from the PHYSI CAL class.   The join algorithm has the implementation
choices of either a MERGE or HASH join, while a FI LESCAN has the implementation choices can of either an
I NDEX or SEGMENT scan.

3.1.2 Cost Model
The cost model within the Venus optimizer is defined in terms of abstract methods associated with the

physical operators.  Each physical operator will be refined to contain a set of implementing algorithms.  It is
these implementing algorithms that refine the cal cul at eCost  method, the method defined abstractly in the
PHSYSI CAL class, which is used by the rule system to calculate a cost of an algebraic operator.  In this way,
the estimated cost of database operators is associated only with the implementing algorithms de-coupling the
cost-model from the optimizer.

3.2 Extensible Search (Rule System Architecture)
The rewrite and search components are segregated in separate modules.  This modular structure enables

an extensible set of search routines to be defined independently from the set of algebraic rewrites with the
added benefit of structurally and declaratively integrating heuristics and cost-based optimization.

The module call graph of the rule components is illustrated in Figure 4.  The Venus optimizer is cost-
driven.  Therefore, search strategies use cost estimates to sequence and prune the search space3.

3.2.1 Search Strategy
The search strategy within the Venus optimizer is implemented almost completely within the rule

system.  The top-level module(s) coupled with the post-condition module(s) define the search strategy.  The

                                                     
3 By assigning default operator implementations, Venus orders both the logical and physical rewrites by cost

estimates.

Search Strategy

Re-Write
System

Post conditions

Search for a subquery to be optimized.

Heuristic fan-out applying transformations.

Transformation and implementation
modules grouped by algebraic operator.

Ensuring consistency of the optimizer,
assisting search mechanism

Figure 4.  Rule System Architecture
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top-level module(s), represented as the search strategy
box in Figure 4, choose a sub-query to pass to the rewrite
system based on cost estimates, while the post conditions
module(s) update according to search strategy.

For example, consider a top-down, depth-first
hill-climbing search.  Hill climbing is a rather simple
search strategy that applies all possible rewrites to a
query and retains only the least cost rewrite.  The search
continues by recursively rewriting the least cost rewrite
and completes when the rewriting yields no
improvement.  Search is often represented as a directed
graph rooted from a designated start node.  Nodes within
the graph represent states in the search space.  An arc
connecting a pair of nodes represents a possible
application of an operator by the search routine.  Search
is the process of traversing the graph by expanding nodes
through the application of operators and comparing to a goal criterion.  Search is often represented with an open
and closed list.  The open list contains nodes that have not been expanded by the search routine, while the
closed list contains nodes that have been expanded by the search routine [24].

The encoding of a hill-climbing search for the Venus-based optimizer roots the search graph with the
query to be optimized.  The open list contains each algebraic operation within the query to be expanded (the
representative sub-queries).  The closed list stores a log of all expanded rewrites.  The search method modules
pick a least-cost sub-query from the open list.  The rewrite system expands the query while the post-condition
modules place only the most improved rewritten query on the open list and moves all other sub-queries to the
closed list.  Optimization will continue in this fashion until rewrites no longer provide cost improvements.

The search strategy module for the hill-climbing search is illustrated in Figure 1, and is shown nearly in
its entirety to demonstrate the simplicity of experimenting with different search algorithms within the Venus
rule environment.  In Figure 1, the condition in the Get _Node_t o_Oper at e rule selects the least expensive
sub-query from the OpenLi st  ordering optimization by cost estimates.  The ruleÕs action then inserts this
selected sub-query into the Cl osedLi st  container.  The sub-query is then removed from the OpenLi st  and
passed to the r ewr i t eSyst em module, illustrated in Figure 2, to attempt query transformations.  The post-
conditions module, not illustrated, flushes the OpenLi st  if a rewrite improves the queryÕs cost estimate and
places the sub-queries that make up the improved query onto the OpenLi st .  Otherwise, the transformation is
ignored.  The search continues until the OpenLi st  is empty.  The optimal plan is the lowest cost query in the
Cl osedLi st .

Notice that the Hi l l Cl i mbi ngSear ch module contains only a few lines of code.  Though not
illustrated for reasons of brevity, the post-conditions module is similarly compact.  Thus, experimenting and
modifying searches within the Venus-based optimizer is greatly limited in scope as compared to previous
efforts while being written in a form similar to its English statement.

Another consequence of this modular structure is that the rewrite system is completely decoupled from
the search strategy.  Further, this design leads us to believe that the implementation of new search methods can
be well structured in the form of design patterns.  Design patterns are similar to that of a super-class
representation of an object (only in structure because it can not be operationally, or physically encapsulated as
an object to form a base class) since the pattern can be specialized for each particular search.  There are results
in the sub-areas of AI on planning and general purpose problem solving demonstrating that a small number of
rule-based design patterns may be used as the starting to point to encode virtually all forms of search [8, 13, 14,
27].  Our aim is to take this one more step and develop components enabling a plug and play approach to
different search techniques. Our experimental implementations to date encompass top-down depth-first and
breadth-first hill climbing, System R style bottom-up and a hybrid strategy of Volcano.  We have converged to
the architecture described above where algebraic rewrites are encapsulated in rule modules whose definitions
are nearly independent of search strategy.  Within this organization, we have identified the above mentioned

modul e j oi nTr ansf or mat i ons( QUERY node,
                           QUERY OpenLi st [ ] ,
                           QUERY Cl osedLi st [ ] )

{
   r ul e appl y_commut at i ve_oper at or ;
   i f ( / *  PRECONDI TI ON:   none  * /
      / *  CONDI TI ON:   Out er  j oi n f i t s
                     i nt o mai n memor y * /
      node. oper and( 0) . s i ze <= MAI N_MEM )   {

         / /  Rul e scoped var i abl e decl ar at i on
         QUERY opt i mi zed_node;
         / /  Appl y r ewr i t e
         opt i mi zed_node = Commut e( node) ;
         / *  POSTCONDI TI ONS:   cal l  t o Venus
                             modul e     * /
         post Condi t i ons( opt i mi zed_node,
                        OpenLi st ,
                        Cl osedLi st ) ;
      }
}

Figure 5.  Commutative Rule
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design pattern that has remained constant over a variety of search strategies.  Our primary unknown is if we will
conclude with a plug-and-play system or be satisfied with design-patterns or a library of fleshed-out examples.

3.2.2 Rewrite System (Search Space)
The search space is defined by the space of algebraic rewrites presented in the rewrite system and is

implemented in Venus.  Figure 2 presents an abstraction of the top-level module of the rewrite system.  The
rewrite system applies different transformation and implementation rewrites on a sub-plan by exploiting
procedural and heuristic elements, constrained by the algebraic representation.  If the preconditions and
conditions for a rewrite are satisfied, the operator is applied and the new sub-plan is passed to the post-
conditions modules which evaluates the sub-plan and updates appropriately.

Two types of rewrites are generally attempted, transformation operators (T-Rules) mapping a logical
algebra to a logical algebra and implementation operators (I-Rules) mapping a logical algebra to a physical
algebra.  Figure 5 displays the T-rule for the commutative operator written in Venus.  This rule states that if the
outer join of a join operator fits into main memory, then commute the operator and evaluate the new operator in
the post Condi t i ons module. Notice that the English statement of the commutative rule is nearly the same
as the Venus implementation of the rule.  Further, Venus purposely avoids the use of lisp-like syntax common
in classical rule languages, such as the OPS5, that have been classically used in rule-based optimizer efforts.
We believe that this will significantly reduce the learning curve to begin building rewrite rules in Venus as
opposed to earlier efforts [30].

3.2.3 Heuristics
Even cost-based query optimization benefits

from domain specific knowledge in the form of
heuristics [24].  Depending on the search strategy,
heuristics provide a way to prune the search or jump to
a search path that otherwise would be unreachable.  It
is worth noting that heuristics can be added by simply
adding a rule, condition, or module at any step in the
optimization process.  For example, the commutative
rule presented in Figure 5 is an implementation of a
commonly known heuristic that eliminates many
possible application of the commutation rule.  More
substantial heuristics may combine rewrites on the
logical algebra as well as assigning implementations.
In general, heuristics roll many rewrites together into
one macro operation.

To illustrate the power of heuristics consider
Figure 6.  The figure presents a graphical
representation of the classical branch and bound search algorithm.  The branch and bound search algorithm
bounds the search to a lowest cost plan encountered.  Multiple paths are investigated from the bound point in
order of increasing cost estimates.  The search will continue down each path, resetting the bound point if a
better plan is discovered, or aborting the current path and trying a new path rooted at the bound point when
exceeding a threshold multiple of the bound point.  The search stops when an acceptable plan is found or no
other path from the bound point provides for an improvement.

In Figure 6, the classical application of the branch and bound search does not encounter a plan on the
optimal search path.  The application of heuristic A alleviates this problem by jumping across paths.  This
heuristic is a pseudo-macro operator combining both logical rewrites and physical rewrites and can be easily
and structurally added to the Venus-based optimizer by the addition of a rule within the rewrite system.  For
example, macro heuristic rules are added to the heur i st i cTr ansf or mat i ons module activated from the
r eWr i t eSyst em module illustrated in Figure 2.  The application of heuristic B prunes a large portion of the

Optimal

Plan

          High estimated cost                                                                                                       Low Estimated Cost   Acceptable

Original

Plan

Optimal Path

Branch and Bound Path

Bound Point

Heuristic Application

Search Space

A

B

Figure 6.   Example Paths through a Branch &
Bound Search Space
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search by jumping forward in the search avoiding many rewrites and is similar to the commutative rule
presented in Figure 5.

4 Analysis
We measure the effectiveness of our optimizer in two ways.  We exploit quantitative software metrics

to objectively support the claim that our optimizer supports a new level of ease of use and extensibility.  We
present a set of execution time results to demonstrate the effectiveness of our optimizer in absolute terms and
with respect to extensibility in search as is evident by the associated improvements in optimizer performance,
particularly with respect to scaling with query size.

4.1 Software Metrics
We evaluate and compare our optimizer with Volcano [10] and OPT++ [11] by measuring lines of code

and McCabeÕs cyclomatic complexity.  Lines of code is a volume metric that indicates overall system
complexity [1].  McCabeÕs cyclomatic complexity is control flow metric that indicates the complexity of the
control paths through a program [17].  As a brief description, the cyclomatic complexity of a simple sequential
procedure with no branches receives a rating of 1.  Code is considered unmanageable if it is rated 11 or higher.
Cyclomatic complexity was developed in the context of Fortran and C.  In the case of object-oriented
programming, excessive use of accessor functions significantly reduces the average case rating of a program.
For this reason, we decided only to analyze procedures with a rating greater than 1, effectively factoring out
well designed constructs while focusing on the more complex.  Relating cyclomatic complexity to the rule-
based paradigm, we developed a simple procedural model of rule execution [30]. Figure 7 summarizes the
results.

We do not measure any aspect of the Venus compiler itself since the developer of a Venus-based
optimizer only needs to know the semantics of the language.  Beyond the semantics, one does not need to
understand the internal implementation strategy of Venus; certainly no more so than the details concerning the
internals of a Prolog engine had we chosen Prolog as an implementation language rather than Venus4.

4.1.1 Volcano Comparison
The evaluation was performed on the sample relational optimizer presented with the Volcano

distribution and a functionally equivalent Venus optimizer.  We chose the Volcano optimizer generator because

                                                     
4 We did however, include VolcanoÕs rule engine within the metric experiments.  Besides being inseparable from

its search component, development of optimizers in this system requires a thorough knowledge of the workings
of the search engine and its code.

Volcano 
Relational

Venus-based 
Relational

OPT++ Object-
Oriented

Venus-based 
Object-Oriented

Lines of Total 12,452 5,237 10,534 5,896

Code Unique to Optimizer 2,182à 3,101 8,603 3,760
Operator Tree & Cost Model 4,415 3,737 3,007 4,762

Re-Write Component 48* 125* UA  233*

Search Component 7,474 447* 1,931 489*

Average Overall 18.4 4.5 7.0 4.7

Cyclomatic Unique to Optimizer 17.3à 5.5 7.3 5.7
Complex ity Operator Tree & Cost Model 12.1 4.2 7.6 4.6

Re-Write Component 4* 4* 5.8 6.7*

Search Component 22.9 5.8* 6.1 5.8*

    Unavailable.  Re-write component is distributed and thus unavailable to be quantified by our line counter tool.
à  Does not include search component

*  Rules only

Figure 7.  Quantitative Software Metrics
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of its reputation, availability and existing in-house expertise [7].  Both relational optimizers contain two T-rules,
two I-rules and the database operators of scan, sort and join.

In Figure 7 we see that the Venus-based optimizer is implemented using less than !  the code than the
Volcano optimizer.  This is primarily due to the Venus-based search components being implemented
declaratively in a general-purpose rule language that yields more than an order of magnitude less code.  It is
somewhat surprising that less code is needed for VolcanoÕs rewrite component and the code unique to the
relational optimizer than that of the Venus-base optimizer.  A closer inspection reveals that the rewrite rules for
the Volcano optimizer are extremely compact due to the specialized nature of its rule language.  This has the
positive effect of decreasing the amount of code as a whole.  However, the penalty for this specialization is
revealed in the high cyclomatic complexity rating and the lessened flexibility due to a fixed search strategy.

The average cyclomatic complexity of the Volcano optimizer is 18.4.  We can calculate complexity
numbers for individual program components.  Search was Volcano's most complicated component, with a
cyclomatic complexity number of 22.9.  Elements constituting the sample optimizer rated 17.3.  Thus, Volcano
developers deal with programs characterized by the highest of these ratings.  The equivalent Venus-based
optimizer receives an average of 4.5.  The aggregate number may be decomposed to the search components as a
group averaging 5.8.  Elements constituting the sample optimizer rated 5.5.  As expected, both systems
similarly receive a low complexity rating for their respective rule-based rewrite components that employ the
same programming methodology.

The large differences in the two systems on both measures are due to the OO structure of the operator
tree and the non-specialized, declarative implementation of search within the Venus optimizer.  The net result is
a system with roughly a 1/4 of the complexity of the Volcano optimizer.

4.1.2 OPT++ Comparison
We compared the Venus-based optimizer to OPT++, an object-oriented optimizer modeling an object-

oriented database developed for the SHORE project [11].  For the comparison, we implemented an equivalent
optimizer by extending the Venus-based optimizer as described in the previous sections.

The Venus-based optimizer contains roughly half the lines of code, see Figure 7.  Our line-counting
tool could not accurately measure the rewrite system of OPT++.  However, the discrepancy can be attributed to
the rule components in the Venus-based optimizer as is demonstrated by "  the code to implement its search
component.  As expected, the operator tree and cost model are nearly equal since they employ the same
programming methodology.

The McCabe measurement yielded an average complexity of 7.0 overall for the OPT++ optimizer and
4.7 for its Venus equivalent.  As an unexpected result, this difference is due to the operator-tree representation
of the Venus-based optimizer that adorns the tree with significantly less search and rewrite related information
than its OPT++ counterpart.  Also unexpected is that the rewrite system and search component for the Venus-
based optimizer are rated more complex and only slightly less complex, respectively, than its OPT++
counterpart.  McCabeÕs cyclomatic complexity does not measure code locality.  Within Venus, search and its
associated rewrite modules are located in one encapsulated area, written in a declarative language, that takes
fewer lines of code to implement the same functionality as OPT++Õs search and rewrite components that are
written procedurally and distributed throughout object code.

4.2 Performance Evaluation
The performance evaluation was executed on the Volcano relational optimizer and the Venus-based

equivalent described above5.  We ran the optimizers on 12 sets of 100 randomly generated queries.  Each set
targeted queries from one to twelve joins respectively.  We tabulated optimizer execution time and returned
estimated plan cost. The random queries were generated using the query generator described in [2] for very
large data sets.  The query generator employs a technique rendering its queries consistent with those seen in real
applications rather than purely random behaviors.  We set the generator parameters to produce a balanced mix

                                                     
5 We did not perform the performance evaluation of an object-oriented optimizer since OPT++ is shown to

execute equivalent to Volcano in [11].
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of loss-less foreign key joins and their complement. The
experiments were performed on one 167 MHz UltraSparc-1
processor of a Sun Ultra 2 containing 0.5 MB cache and 320
MB main memory.

Figure 8 presents the total estimated cost for the plans
produced.  Figure 9 presents the execution times of the
optimizers.  The cost of the plans produced by Venus and
Volcano are nearly identical.  The surprising trend is that the
Venus optimizer scales better than Volcano with respect to
join-arity.  We believe there are two reasons for this trend.
First, we think that the abstractions in the Venus-based
optimizer allow us to easily define pruning heuristics, such as
the one illustrated in Figure 5, and those heuristics excel with
larger problem sizes.  It is apparent that the overhead to
calculate such heuristics is outweighed by successful pruning
in queries with more than 11 joins.  Second, stemming from
anticipated applications to active-databases, the Venus
compiler integrates rule evaluation techniques that scale with
problem size.  This represents a buy vs. build decision with
respect to rule evaluation, where there has been substantial
advances in rule optimization effort [21].

Recall, one question in our hypothesis is whether the
execution speed of a general-purpose rule-based language
could be comparable to a specialized search engine.  By
reflecting as best we can the Volcano search strategy, examining total optimization time suggests we succeeded.
A finer grain measure, such as number of plans generated and evaluated per second would be more definitive.
We simply could not align the two implementations close enough to instrument for this result.

5 Related Work
We have already cited and placed into context efforts in rule-based and object-oriented optimizers.

However, we are not alone in thinking that rules are an excellent representation for query rewrites and should be
re-investigated.  COKO-KOLA is a system that develops a new algebra and an associated set of query
transformations to address the extensibility limitations of both the expressibility of object-oriented optimizers
and the error prone nature of previous rule-based rewrites [6, 12].  The KOLA algebra is unique in that it is
variable free and enables rewrites that are verifiable by a theorem prover and expressible without externally
written code.  COKO is a rule-language and compiler developed to formulate the rewrites on the KOLA
algebra.  In addition, COKO-KOLA contains a region-based planning system that enables both heuristic and
cost-base rewrite phases [12].

Our work complements COKO-KOLA.   The KOLA algebra has a representation in C++ classes, and
thus, can be integrated with the Venus-based approach.  Similarly, rewrites expressed in COKO can be
implemented using Venus-based rules.  Given the success of our work, it follows that the COKO-KOLA
system, as well as any further exploration of query rewrite systems, could be implemented in Venus avoiding
the development of a special-purpose rule execution environment.

6 Conclusions

Our results confirm a hypothesis that language definition and implementation techniques for general-
purpose rule languages have improved to a point where they may be used to build effective query optimizers.
As a consequence, a large portion of the code of specialized rule-based optimizers, measured in both volume
and its impact on developers, can now be omitted.  The development of extensible query optimizers has been an
ongoing experiment in trade-offs.  Systems have necessarily given up one or more dimensions of flexibility
with the expectation that the net value will be higher.  Our results demonstrate that this is no longer the case.
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We attain extensibility in all four dimensions enumerated in the introduction.  There is no execution speed
advantage gained from a special purpose rule-execution environment.  To the contrary, VenusÕ structured
programming methods, whose semantics derive from nested transaction models, form a basis for the extensible
programming of cost-based search and the integration of rule-based heuristics.  The net result is an extensible
optimizer that scales better than its predecessors.
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